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项目名称：kubernetes安装和使用 日期：5.7
	一、实验（实训）概述：

	【目的及要求】
   kubernetes安装和使用
【实验环境】
虚拟机master和node，

	二、实验（实训）内容：

	【实验（实训）过程】（步骤、记录、数据、程序等）
一：新建两个虚拟机，查询ip地址
[image: ]
[image: ]
二：配置hosts
[image: ]
[image: ]
三：关闭swap，并删除 fstab 中的 SWAP 挂载
[image: ]
[image: ]
四：创建挂载目录，编辑fstab
[image: ]
五：挂载 ISO，解压k8s，编辑 YUM 配置文件
[image: ]
[image: ]
六：配置NTP
[image: ]
[image: ]
七：路由器配置
[image: ]
[image: ]
八：配置ipvs
[image: ]
[image: ]
九：安装docker
[image: ]
[image: ]
十：安装 Kubeadm 工具
[image: ]
[image: ]
十一：通过浏览器输入node的地址，选择令牌粘贴
[image: ]
[image: ]
十二：修改后点击更新
[image: ]
十三：访问服务器端口
[image: ]
十四：mynginx删除和部署
[image: ][image: ]
十五：再次访问服务器端口
[image: ]
十六：所属容器组数量为两个
[image: ]
十七：删除deployment，service
[image: ]
【结论】（结果、分析）
此次实验虽然很长，但是做了之后能得到很大的作用，主要我们学习了kubernetes安装和使用，安装Kubernetes，使用kubeadm工具可以快速安装Kubernetes集群，确保所有节点都已安装Docker或其他容器运行时，确保网络配置正确，允许节点间通信。配置Kubernetes，
设置API服务器的访问控制，配置网络插件以实现Pod网络的互通，根据需要配置持久化存储。

	三、指导教师评语及成绩：

	评语：



成绩：          指导教师签名：徐峰
                                               批阅日期：2023年  月  日
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[root@localhost ~]# setenforce 0
[root@localhost ~]# vi /etc/selinux/config
[root@localhost ~]#

[root@localhost ~]#

[root@localhost ~]# swapoff -a
[root@localhost ~]# vi /etc/fstab
[root@localhost ~1# I
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/etc/fstab
Created by anaconda on Tue May 7 09:45:05 2024

Accessible filesystems, by reference, are maintained under '/dev/disk
See man pages fstab(5), findfs(8), mount(8) and/or blkid(8) for more info

/dev/mapper/centos-root / xfs defaults 00
UUID=70047570-f844-433a-89c1-e8fe3b6f2bb4 /boot xfs defau
lts 00

/dev/mapper/centos-home /home xfs defaults ] @
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# Created by anaconda on Tue May 7 09:45:05 2024
#
# Accessible filesystems, by reference, are maintained under '/dev/disk

# See man pages fstab(5), findfs(8), mount(8) and/or blkid(8) for more info
#

/dev/mapper/centos-root / xfs defaults 00
UUID=70047570-844-433a-89c1-e8fe3b6f2bb4 /boot xfs defau
lts 00

/dev/mapper/centos-home /home xfs defaults 00

/root/Cent0S-7-x86_64-DVD-1804.is0 /opt/centos is09660 defaults,ro,loop O BI
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clabel, cpuset)

cgroup on /sys/fs/cgroup/blkio type cgroup (rw,nosuid,nodev,noexec,relatime,sec
[ label,blkio)

configfs on /sys/kernel/config type configfs (rw,relatime)
/dev/mapper/centos-root on / type xfs (rw,relatime,seclabel,attr2,inode64,noquo
ta)

selinuxfs on /sys/fs/selinux type selinuxfs (rw,relatime)

systemd-1 on /proc/sys/fs/binfmt_misc type autofs (rw,relatime,fd=33,pgrp=1,tim
leout=0,minproto=5, maxproto=5,direct,pipe_ino=13096)

hugetlbfs on /dev/hugepages type hugetlbfs (rw,relatime,seclabel)

mqueue on /dev/mqueue type mqueue (rw,relatime,seclabel)

debugfs on /sys/kernel/debug type debugfs (rw,relatime)

/dev/mapper/centos-home on /home type xfs (rw,relatime,seclabel,attr2,inode64,n
oquota)

/dev/sdal on /boot type xfs (rw,relatime,seclabel,attr2,inode64,noquota)

tmpfs on /run/user/0 type tmpfs (rw,nosuid,nodev,relatime,seclabel,size=799236k
,mode=700)

[root@localhost ~]# mkdir /opt/K8S

[root@localhost ~]# tar -zxf K8S.tar.gz -C /opt/K8S

tar (child): K8S.tar.gz: Cannot open: No such file or directory

tar (child): Error is not recoverable: exiting now

: Child returned status 2

: Error is not recoverable: exiting now

[root@localhost ~]# cd /etc/yum.repos.d/

[root@localhost yum.repos.d]# rm -f *

[root@localhost yum.repos.d]# vi local.repo

[root@localhost yum.repos.d]# I
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[centos]

name=centos
ile:///opt/centos

ile:///opt/K8S/Kubernetes

-- INSERT --
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# Use public servers from the pool.ntp.org project.

# Please consider joining the pool (http://www.pool.ntp.org/join.html).
local stratum 10

server master iburst

altlow all]

# Record the rate at which the system clock gains/losses time.
driftfile /var/lib/chrony/drift

[# Allow the system clock to be stepped in the first three updates
[# if its offset is larger than 1 second.
makestep 1.0 3

# Enable kernel synchronization of the real-time clock (RTC).
rtcsync

# Enable hardware timestamping on all interfaces that support it.
[#hwtimestamp *

[# Increase the minimum number of selectable sources required to adjust
# the system clock.
[#minsources 2

# Allow NTP client access from local network.
[#allow 192.168.0.0/16

# Serve time even if not synchronized to a time source.
-- INSERT --
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Tallure: repodata/repomd.xml Trom K385: [Errno 256] No more mirrors to try.
file:///opt/K8S/Kubernetes/repodata/repomd.xml: [Errno 14] curl#37 - "Couldn't
open file /opt/K8S/Kubernetes/repodata/repomd.xml”

[root@localhost ~]# vi /etc/chrony.conf

[root@localhost ~]# systemctl start chronyd

[root@localhost ~]# systemctl enable chronyd

[root@localhost ~]# chronyc sources -v

210 Number of sources = 4

.-- Source mode ‘"' = server, '=' = peer, '#' = local clock.
/ .- Source state '*' = current synced, '+' = combined , '-' = not combined,
| 7 '?' = unreachable, 'x' = time may be in error, '~' = time too variable.
Il .-oxxxx [ yyyy 1 +/- zzzz
Il Reachability register (octal) -. | xxxx adjusted offset,
Il Log2(Polling interval) --. | [%%%4 easured offset,
Il \ | | zzzz = estimated error.
| | | | \
MS Name/IP address Stratum Poll Reach LastRx Last sample
~- tock.ntp.infomaniak.ch 1 8 103 202 -34ms[ -34ms] +/- 148ms
"+ 211.68.71.118 2 9 101 151 +2126us[+2126us] +/- 43ms
"+ 111.230.189.174 2 9 3717 83 -3202us[-3202us] +/- 40ms
~* time.neu.edu.cn 1 9 333 159 -2807us[-2989us] +/- 31ms

[root@localhost ~1# I
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net.bridge.bridge-nf-call-ip6tables
net.bridge.bridge-nf-call-iptables = 1
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root@localhost ~]#
root@localhost ~]# vi /etc/sysctl.d/k8s.conf
root@localhost ~]# modprobe br_netfilter
root@localhost ~]# sysctl -p /etc/sysctl.d/k8s.conf
et.ipvd.ip_forward = 1
et.bridge.bridge-nf-call-ip6tables
et.bridge.bridge-nf-call-iptables = 1
root@localhost ~1# I
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[root@localhost
[root@localhost
[root@localhost
[root@localhost
[root@localhost

net.bridge.bridge-nf-call-iptables =

4T
SF
SF

~]# vi /etc/sysctl.d/k8s.conf

~]# modprobe br_netfilter

~]# sysctl -p /etc/sysctl.d/k8s.conf
net.ipv4.ip_forward = 1
net.bridge.bridge-nf-call-ip6tables = 1

~]# vi /etc/sysconfig/modules/ipvs.modules

~]# chmod 755 /etc/sysconfig/modules/ipvs.modules
~]# bash /etc/sysconfig/modules/ipvs.modules
~]# 1lsmod | grep -e ip_vs -e nf_conntrack_ipvéd

[root@localhost ~]#
[root@localhost ~]#
[root@localhost
[root@localhost
[root@localhost
[root@localhost
nf_conntrack_ipv4 15053
nf_defrag_ipvéd 12729
ip_vs_sh 12688
ip_vs_wrr 12697
ip_vs_rr 12600
ip_vs 141432
nf_conntrack 133053
libcrc32c 12644
~1# 11

[root@localhost

=

[¢]

1 nf_conntrack_ipv4

[¢]

[¢]

[¢]

6 ip_vs_rr,ip_vs_sh,ip_vs_wrr
2 ip_vs,nf_conntrack_ipv4

3 xfs,ip_vs,nf_conntrack
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. Reconfigure the baseurl/etc. for the repository, to point to a working

upstream. This is most often useful if you are using a newer
distribution release than is supported by the repository (and the
packages for the previous distribution release still work).

. Run the command with the repository temporarily disabled

yum --disablerepo=K8S ...

. Disable the repository permanently, so yum won't use it by default. Yum

will then just ignore the repository until you permanently enable it
again or use --enablerepo for temporary usage:

yum-config-manager --disable K8S
or
subscription-manager repos --disable=K8S

. Configure the failing repository to be skipped, if it is unavailable.

Note that yum will try to contact the repo. when it runs most commands,
so will have to try and fail each time (and thus. yum will be be much
slower). If it is a very temporary problem though, this is often a nice
compromise:

yum-config-manager --save --setopt=K8S.skip_if_unavailable=true

failure: repodata/repomd.xml from K8S: [Errno 256] No more mirrors to try.
file:///opt/K8S/Kubernetes/repodata/repomd.xml: [Errno 14] curl#37 - "Couldn't
open file /opt/K8S/Kubernetes/repodata/repomd.xml”

2

[root@localhost ~1# I





image17.png
"exec-opts": ["native.cgroupdriver=systemd"]

-- INSERT --
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upstream. This is most often useful if you are using a newer
distribution release than is supported by the repository (and the
packages for the previous distribution release still work).

. Run the command with the repository temporarily disabled

yum --disablerepo=K8S ...

. Disable the repository permanently, so yum won't use it by default. Yum

will then just ignore the repository until you permanently enable it
again or use --enablerepo for temporary usage:

yum-config-manager --disable K8S
or
subscription-manager repos --disable=K8S

. Configure the failing repository to be skipped, if it is unavailable.

Note that yum will try to contact the repo. when it runs most commands,
so will have to try and fail each time (and thus. yum will be be much
slower). If it is a very temporary problem though, this is often a nice
compromise:

yum-config-manager --save --setopt=K8S.skip_if_unavailable=true

ailure: repodata/repomd.xml from K8S: [Errno 256] No more mirrors to try.
ile:///opt/K8S/Kubernetes/repodata/repomd.xml: [Errno 14] curl#37 - "Couldn't
pen file /opt/K8S/Kubernetes/repodata/repomd.xml"

5

root@localhost ~1# I
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--discovery-token-ca-cert-hash
sha25-bash: kubeadm: command not found
6:897afbc11a85991995d0d8b007b152460a94478a554ch89d895b99b 8357041
[root@localhost ~]# --kubernetes-version="v1.14.1" --pod-network-cidr=10.16.0.0
/16

-bash: --kubernetes-version=v1.14.1: command not found
[root@localhost ~]# --image-repository=registry.aliyuncs.com/google_containers
-bash: --image-repository=registry.aliyuncs.com/google_containers: No such file

or directory
[root@localhost ~]# ..
-bash: ....: command not found
[root@localhost ~]# Your Kubernetes control-plane has initialized successfully!
-bash: Your: command not found
[root@localhost ~]# ..
-bash: ....: command not found
[root@localhost ~]# Then you can join any number of worker nodes by running the
following on each as root:
-bash: Then: command not found
[root@localhost ~]# kubeadm join 192.168.100.60:6443 --token tn8fi0.32ubkm8u987
igkbo \
> --discovery-token-ca-cert-hash
-bash: kubeadm: command not found
[root@localhost ~]# sha256:897afbc11a85991f995d0d8b007b152460a94478a554ch89d895
b99b 8357041
-bash: sha256:897afbc11a85991f995d0d8b007b152460a94478a554cb89d895b99b 8357041
command not found
[root@localhost ~]# mkdir -p $HOME/.kube
[root@localhost ~1# I
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"privileged": false,
"procMount”: "Default"
}
¥
1,

"restartPolicy": "Always",
"terminationGracePeriodSeconds": 30,
"dnsPolicy": "ClusterFirst",
"securityContext
"schedulerName":

: {

"RollingUpdate",

"rollingUpdate": {
“maxUnavailable":
"maxSurge": "25%"

"25%",

=4
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Welcome to nginx! X |+

B 192.168.100.60:32754
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Welcome to nginx!

If you see this page, the nginx web server is successfully installed and
working. Further configuration is required.

For online documentation and support please refer to nginx.org.
Commercial support is available at nginx.com.

Thank you for using nginx.
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Welcome to nginx! X |+

B 192.168.100.60:32754
it @ R 3B 5 M Vi i 5 = 805R 0

Welcome to nginx!

If you see this page, the nginx web server is successfully installed and
working. Further configuration is required.

For online documentation and support please refer to nginx.org.
Commercial support is available at nginx.com.

Thank you for using nginx.
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[root@master ~]# kubectl delete svc mmnginx

service "mmnginx" deleted

[root@master ~]# kubectl delete deployment mn
deployment.extensions "mmnginx" deleted
[root@master ~]# kubectl get pods
No resources found.
[ root@master ~1# B
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Cent0S Linux 7 (Core)
Kernel 3.18.8-862.e17.x86_64 on an xB6_64

localhost login: root
Passuord:
Iroot@localhost ~I# ip a
1: lo: <LODPBACK,UP,LOMER_UP> mtu 65536 gdisc nogueue state UNKNOWN group default glen 1808
Tinkloopback B8:98:08:08:08:08 brd BB:08:08:08:08:08
inet 127.8.8.1/8 scope host lo
valid_Ift forever preferred_1ft forever
inet6 ::1/128 scope host
valid_Ift forever preferred_lft forever
2: ens33: <BROADCAST,MILTICAST,UP,LOWER UP> mtu 1588 qdisc pfifo_fast state UP group default glen 1808
Link/ether B8:8c:29:53:d2:13 brd ff ff:ff:ffiff 01
inet 192.168.188.138,24 brd 192.168.188.255 scope global nopref ixroute dynamic ens33
valid_Ift 1782sec preferred_1ft 1782sec
inet6 feBB: :d9be:f952:17e4:a43b/64 scope link nopref ixroute
valid_Ift forever preferred_Ift forever
Iroot@localhost ~1#
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Cent0S Linux 7 (Core)
Kernel 3.18.8-862.e17.x86_64 on an xB6_64

localhost login: root
Passuord:
Iroot@localhost ~I# ip a
1: lo: <LODPBACK,UP,LOMER_UP> mtu 65536 gdisc nogueue state UNKNOWN group default glen 1808
Tinkloopback B8:98:08:08:08:08 brd BB:08:08:08:08:08
inet 127.8.8.1/8 scope host lo
valid_Ift forever preferred_1ft forever
inet6 ::1/128 scope host
valid_Ift forever preferred_lft forever
2: ens33: <BROADCAST,MILTICAST,UP,LOWER UP> mtu 1588 gdisc pfifo_fast state UP group default glen 1608
Link/ether B8:8C:29:24:b2:66 brd ff ff:ff:ffiff 0l
inet 192.168.188.131,24 brd 192.168.188.255 scope global nopref ixroute dynamic ens33
valid_Ift 1727sec preferred_1ft 1727sec
inet6 feBB: :ebbe:d524:6131:4486,/64 scope link nopref ixroute
valid_Ift forever preferred_Ift forever
Iroot@localhost ~1#
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192.168.100.60 master

[192.168.100.61 nodef]
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st login: Tue
root@localhost
root@localhost
root@localhost
2moved symlink
2moved symlink
root@localhost
root@localhost
root@localhost

May 7 09:56:10 2024

~]# vi /etc/hosts

~]# systemctl stop firewalld

~]# systemctl disable firewalld
/etc/systemd/system/multi-user.target.wants/firewalld.service.
/etc/systemd/system/dbus-org. fedoraproject.FirewallDl.service.
~]# setenforce 0

~]# vi /etc/selinux/config

~1# 1





